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a b s t r a c t

The problem of learning the class identity of visual objects has received considerable attention recently.
With rare exception, all of the work to date assumes low variation in appearance, which limits them to a
single depictive style usually photographic. The same object depicted in other styles – as a drawing, per-
haps – cannot be identified reliably. Yet humans are able to name the object no matter how it is depicted,
and even recognize a real object having previously seen only a drawing.

This paper describes a classifier which is unique in being able to learn class identity no matter how the
class instances are depicted. The key to this is our proposition that topological structure is a class invari-
ant. Practically, we depend on spectral graph analysis of a hierarchical description of an image to con-
struct a feature vector of fixed dimension. Hence structure is transformed to a feature vector, which
can be classified using standard methods. We demonstrate the classifier on several diverse classes.

� 2011 Elsevier Inc. All rights reserved.
1. Introduction

The problem of identifying the class of an object from its visual
appearance has received significant attention recently. This prob-
lem is to be differentiated from that of object segmentation;
approximate segmentations of the object in question or even parts
of the object are proving sufficient. The problem should also be dif-
ferentiated from that of specific object identification, there are de-
grees of freedom open to classes of objects that are unavailable to
specific objects.

The work in this paper was motivated by the desire to classify
objects no matter how they are depicted. For example, it is per-
fectly normal to label a picture of a bird as ‘‘bird’’, whether it is
seen for real, is photographed, is a drawing, or is depicted in any
other way. Moreover, it is common human experience to be able
to recognize a real instance of some object after being shown only
a drawing of it. For example, flori – catalogues of plants – allow
botanists to identify plants; flori support text descriptions using
drawings rather than photographs, possibly because drawings cap-
ture the class as a whole more faithfully than a single photograph
of one plant. Clearly, learning to identify object categories through
pictures of all kinds is an important problem. It is this problem we
address, in contrast to most previous work which assumes a single
depictive style, most commonly photographs.

Consider a thought experiment using four images. Three images
show faces, one little more than a scribble by a young child, one the
ll rights reserved.

(B. Xiao).
face of a clown with crosses for eyes, the other a photograph. The
fourth images is a photograph of a car. Which is the odd one out?
We have run this experiment in practice, and were not at all sur-
prised to find the car was always selected as the odd one out. Yet
the variance between the faces is profound. Eyes can be any shape,
so can the mouth. The draw face may or may not have an outline,
and if it does exist can be any shape. Children tend to draw the eyes
at the top of the head when in fact they are in the middle. Given so
much variation in shape, in position, in color, it is difficult to see
any invariant except the structural arrangement of facial parts.
The natural question following these observations is what class
property is invariant across depictions? Our answer, which we be-
lieve is novel, is stated as a proposition: the topology of an object’s
parts is a class property invariant to depiction. It is this proposition
that this paper sets out to test.

Learning to identify object categories through pictures is an
important area of research within contemporary Computer Vision.
Not only does the area pose absorbing challenges, but solutions en-
able novel applications such as content based retrieval. Current
systems claim to be able to recognise hundreds if not thousands
of visual classes, robust to pose, lighting variation, occlusion and
other significant difficulties. Yet the vast majority of this work tac-
itly assumes images in a single depictive style the photographic. As
a consequence the same object depicted in a different style cannot
be recognised.

Very little work has been conducted on the relationship be-
tween artwork and photographs. Most of that which has is aimed
at matching pairs of images. This is an important problem which
is related to classification in that matching requires some kind of
distance measure, which might sometime be used to gain insight
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into any structure which might exist in the space of all images,
including all photographs and all artwork. However, the problem
of learning classes across depictive styles remains unaddressed in
the literature and so is an important open problem.

In this paper, we set out to propose a method capable of learn-
ing classes independent of depictive style, and thereby validate our
proposition. We did not set out to build a system capable of rec-
ognising hundreds of different classes. We did not set out to build
a system robust to occlusion or to pose variation. Nor did we set
out to build a system for content based retrieval. Rather, we set
out to make a first step towards linking the photographs to art-
work, via a highly abstract representation of an object that of
structure.

1.1. Related works

There are many accounts of the problem of identifying visual
classes, much of the work is based on constellations of local fea-
tures. These features often come in the form of image patches, typ-
ified by [1,14,26,27,38], but lines and curves are used as features
too [10,30,35]. There is a common idea underlying all of these ap-
proaches. It is to use features construct a vocabulary of visual
words, and then combine these words to make objects. To con-
struct a vocabulary, putative words are isolated using a feature
detector which is robust to translation, scale and affine variation.
The centres of these feature patches can be identified using interest
points [17] or as extrema in a difference of Gaussian filter [21].
Patches can be described in several ways: Gaussian derivative jets
[6] and shape contexts [4] have been used, as have the recently
proposed SURF features [3], but SIFT features [22] are perhaps
the most common. The end product is the same in any case, which
is a set of patches over an image, each patch being described by
fixed-length feature vector.

Patches like this allow image pairs to be matched via a similar-
ity function of some kind. Given such a similarity measure, classi-
fiers can be constructed using some standard approach, support
vector machines and N-nearest neighbour classifiers are in com-
mon use. Given a set of images known to belong to one class, the
features shared by class elements can be identified, and these be-
come the words upon which a vocabulary is based. Semi-super-
vised training, in which images are somehow labelled with class
identity is often used.

Many difficult problems have been addressed this way, includ-
ing recognition under occlusion [22] and from different points of
view, e.g. [42]. Learning a vocabulary usually requires many exam-
ples to determine the distinguishing words that make up a class;
learning from just a few examples is possible [7], but is difficult
and is not common. Some advocate the use of a vocabulary that
adapts to context [28].

The words in such a vocabulary are literal in the sense that they
represent the appearance of some part of an object. This is true no
matter whether patches or contours are used. Patches capture local
colour distribution whereas contour fragments capture local shape.
We argue the use of literal words is both the strength and the
weakness of these approaches: a strength in that it allows a great
many problems to be solved and so supports a great many applica-
tions; a weakness in that it restrict words to encompass just one
depictive style.

The limiting assumption is that the visual words exhibit low
variation, and since the words are of a literal nature this places
an in-principle restriction upon the gamut of images any such
vocabulary can describe. Since photographs are almost invariably
used, this gamut tend to be restricted to photorealistic images. In-
deed, some deliberately filter non-photographs from their data-
base used to build models of appearance [32]. Thus objects
depicted in a style other than photographic cannot be recognised.
Relatively little research energy has been expended on classi-
fying objects independently of depiction type. Classifiers using
curves as the basis of class identification [30,35] are typically
motivated for robustness to variations in lighting, colour texture,
and clutter. It is true that such systems may admit a wider class
of depictive styles than patch based systems. Indeed, Ferrari et al.
[10] use hand made line drawings to detect objects in the pres-
ence of clutter. All of these are premised on the powerful idea
that shape alone is a sufficient cue for humans to recognise ob-
jects, a theme echoed by Felzenszwalb and Schwartz [9]. These
authors use a hierarchy of deformable shapes, which allows for
shape changes via elastic matching, and can detect example ob-
jects in artwork.

Fidler and Leonardis [11] are also able to match across depic-
tive styles. They use Gabor filter responses at different scales as
words. These responses are combined in hierarchical fashion, into
ever more specific objects until the highest layers are category-
specific. The upper layers of the hierarchy require user supervi-
sion. The system is then able to detect across depictive styles be-
cause it is premised on simple filter responses rather than
patches.

The problem of matching images in different depictive styles is
directly addressed by Schectman and Irani [31]. They use the spa-
tial relation between different patterns, which they call local self-
similarities. Their insight is that matching a pair of objects requires
only consistency between matched parts. So, for example, if in one
image flowers represent eyes they can be matched to the photo-
graphic eyes in another picture, or the drawn eyes in yet another
picture. Since this provides a similarity measure it may be possible
to use such a matcher as the basis for a classifier that crosses depic-
tive boundaries. Such a classifier would operate by matching a gi-
ven image to class exemplars, at least one would be required. Such
an approach is adopted by Frome et al. [12], who use what they call
focal images and a single deformation to specify a visual class. Yet
quite aside from the question of choosing suitable exemplars,
keeping them at all is unlike representing the class by its defining
property.

Our work is closer in form to that of Ahuja and Todorovic [37]
than any other mentioned so far. They match on the basis of an ob-
jects parts, taking in account geometric, photometric and topolog-
ical properties. They match via tree isomorphisms. Graph matching
has received a great deal of attention, and Ahuja and Todorovic
[37] provide an excellent review we need not repeat here. Rather,
we draw attention to the work even closer to our own, that of
Shokoufandeh et al. [34]. These authors use graph spectral theory
to embed structure of a directed acyclic graph in low dimensional
vector space. Using this they are able to build an index into three
dimensional models, which may be recognised using their shock
graphs. We too utilise graph spectral theory, but our approach is
much simpler.

In summary, standard approaches using patches are premised
on visual words of low variance across images. This assumption is
violated when the image set includes a variety of depictive styles.
Many advocate the use of contours, and these can detect given
exemplars in images of different kinds. But this restricts one to
contours, also general line drawings correspond only weakly to
the derivatives of photographs [16], and the fact an exemplar is
required acts against the spirit of finding a class property. Match-
ing between images in different depictive styles is possible with-
out using contours, but again this would seem to require an
exemplar by kept. It is clear that structural relations are impor-
tant, since they can be used to match and also to index. Despite
all of this work, we have yet to any contribution that describes
a classifier which is based on some abstract class property and
is operational across depictive styles; this is the literature gap
we seek to fill.
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1.2. Contribution

We fully accept that the cues used in prior work, photometric
patches, shape, and so on are important. They have been used to
solve many difficult problems. In all of the prior literature, only
Schectman and and Irani [34] make a similar observation. But
our contribution is not the same as theirs. Our observations have
lead us to conclude that the structural relationship between parts
is a key determinant of that objects identity. This conclusion is ex-
pressed in our proposition, and this paper sets out to show the
validity of our proposition, and nothing else. Our contribution is,
therefore, to show that structure can be used to identify meaning-
ful classes.

It is worthwhile focusing attention on this point so as avoid pos-
sible distractions. To show our proposition we required software
that operated over all depictive styles and which parsed images
into objects and their constituent parts. We found no literature
able to do this, so have developed our own. Our classifier, on the
other hand, is an off the shelf Gaussian mixture model.

Having developed our own methods for image description
hence requires us to expend a considerable amount of this paper
explaining it in the next section, in fact discusses our parsing
mechanism. But we see that only as a means to an end: this paper
is not about segmentation per se, it is about showing that structure
alone is sufficient to define equivalence classes that are meaningful
across depictive style boundaries. Importantly, the methods we
have developed are just complex enough to show that; we claim
no more.

The graphical structure is included as in many of the models al-
ready cited, and is dominant when articulated objects are of inter-
est [8]. Importantly, we can cluster objects of the same class in
feature space, regardless image class. The importance of structure
over appearance is evident when we consider our ability to see ob-
jects where none exist: in clouds, stains on walls are all too readily
interpreted as faces, cars, trains and so on. In all of these cases are
difficult to explain without appeal to structure, because the
appearance of parts actually observed look nothing like the parts
imagined. Interestingly, because the structure of clouds is highly
variable it can be argued that seeing clouds exactly as clouds pro-
vides a counter example to the importance of structure. We con-
clude that neither appearance nor structure alone are sufficient
to explain the phenomenon of object classification in the round.
This paper is organized as following, in Section 2, we describe a
hierarchical image description which can be used to construct a
Fig. 1. Interest patches (oriented to local gradient): the first column are original image
patches can give poor coverage of some images, unless many are used. Notice that t
photographed face is then swamped with patches. For comparison, the fourth column s
tree structure for an image. In Section 3, we introduce how can
we extract the object invariance structure from the tree structure
of the given image. In Section 4, we use graph spectral methods
to assign feature vectors that are descriptors of their structure
and ways to classify these vectors. In Section 5, we demonstrate
our methods in experiments. Finally, we give our conclusion in
Section 6.

2. A hierarchical image description

Forming a hierarchical image description is important to us, but
our claim should not depend on a particular algorithm. We can use
any algorithm to produce an image description, provided that: (i)
gives a covering or partition of the image, so the whole is de-
scribed; and (ii) operates effectively over images of all depictive
styles, so any image can be described. Unfortunately, for reasons
given below, these criteria, but especially the second, rule out well
known approaches. We were therefore forced to develop an ap-
proach of our own. Although this exhibits some novelty, we would
not wish the reader to be distracted by it. We emphasis that we
make just two claims for it: (a) it operates over different depic-
tions; (b) it is strong enough to allow us to demonstrate our prop-
osition that structure is class invariant.

Maximally stable extremal regions [25] and sieves [2] both nat-
urally produce a hierarchical image description. But neither can be
used because they build no tree for binary images – but line draw-
ings are often binary images. The patch based approaches common
to many visual object classifiers (see Section 1) depend on low var-
iation in appearance, but using line drawings, paintings, photo-
graphs ensures wide appearance variation. Additionally patches
are usually filtered to keep just the most ‘‘salient’’. But there is a
problem with databases which include drawings and photographs,
as shown in the first column of Fig. 1. In the second column of Fig. 1
potential patches are located via the first extremum of a difference
of Gaussian (DoG) filter, which is reported to give excellent results
[21]. The size of a DoG patch is set to just cover a local feature.
Fig. 1 filters DoG patches using a threshold on the DoG signal
strength. This threshold is not set absolutely, but is set as a fraction
of the strongest signal. This must be set high to include on salient
feature in a photograph, but the same threshold leads to missed
features in the drawing – the second column in Fig. 1. Lowering
the threshold includes the missing features in the drawing, but
at the expense of including all patches in the photograph – the
third column in Fig. 1.
s, the second column are top 50% of patches, the third column are top 90%. These
he eyes of the drawing are not covered until 90% of patches are used – but the
hows greedy filtering – the primitive we use.
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We initially solved this problem using watershed regions as im-
age primitives, which we then grouped to form a hierarchical
description. This paper, though, uses image primitives which are
DoG patches. In this case we filter DoG patches on the basis of size,
using a greedy algorithm. We keep the largest DoG patch and reject
any other patch whose center falls inside it. We then keep the larg-
est remaining patch, and simply iterate until all patches are kept or
rejected. The result is a set of DoG patches, each one a circular
patch. These patches can overlap, as seen in the fourth column of
Fig. 1. The next step is to merge neighboring image primitives to
create a hierarchical tree description.

At each merging iteration we merge the most similar pair of
neighboring regions. The similarity measure must allow for the fact
that regions can be of arbitrary shape, so we use simple statistical
properties. Specifically, the distribution of color and intensity gra-
dient of a region is modeled as a single Gaussian, written
X = (N,l,C), where N is the number of pixel in the region, l is
the mean of the property vectors at each pixel, and C the covari-
ance. When two regions, i and j, are merged it is easy to compute
a new representation for them. If the regions do not overlap then
the new model, X = Xi + Xi, is

X ¼ Ni þ Nj;
Nili þ Njlj

Ni þ Nj
;
NiCi þ NjCj

Ni þ Nj
þ e

� �
ð1Þ

The ‘‘error’’ term, e, compensates the eigenspace for the difference
between the means of the model and is easily shown to be

eði; jÞ ¼ NiNj

Ni þ Nj
ðli � ljÞ

Tðli � ljÞ ð2Þ

We allow for spatially overlapping regions simply by partition-
ing the pixels into sets ‘‘i alone’’, ‘‘j alone’’ and ‘‘i and j’’, then adding
the results as above. Agglomeration continues until there is just
one region left. Finally note that the adjacency matrix is weighted
using the error measure, so if primitives i and j are connected the
weight is w(i, j) = exp(�e(i,j)/emax, in which emax is the maximum
(a) Segmentation result with 
un−correslated features

Fig. 2. Left image: Segmentation result with uncorrelated features
weight over all connected pairs. Unlike work aimed to segment
images, see [20,13] and more recently [29], our work in this section
is to form a hierarchical tree for further analysis via grouping. We
are now ready to analyze this tree.

In practice we use an even more general error term. We intro-
duce a conditioning matrix so that the error term can be written as
eði; jÞ ¼ NiNj

Ni þ Nj
ðli � ljÞ

T KKTðli � ljÞ ð3Þ

The role of K is to map any characterising vector into statisti-
cally independent axes. The rationale for this is that decorrelating
a data set along statistically independent axes will lead to im-
proved error measures. The determinant is used kek because it al-
lows for correlations in data. As mentioned the determinant is a
measure of volume, which can also be measured as the product
of eigenvalues of e. If the data is decorrelated, then e is naturally
diagonal.

We then turn to independent component analysis(ICA), see [19]
to decorrelate the raw data which makes up the statistical descrip-
tion of a region. ICA solves problems of the form x = Ls in which s
are hidden variables in a statistically independent basis, and L
maps these onto the observables x. ICA gives both the s and the
L, and in our case K = L�1.

We approach estimating the matrix K using a supervised learn-
ing paradigm. The main idea is to collect a sufficiently large
amount of observed data that are correlated. Using such data we
can then obtain the decorrelation matrix K using ICA. This K matrix
can later be used to decorrelate unseen data. A total number of 10
testing images from the Berkeley segmentation database [24] were
used for the training purpose. We first compute primitives for each
image. Users were then asked to pick pairs of adjacent regions they
wish to be grouped using a simple GUI. During training, a user may
group in hierarchical fashion. We recorded a total of 1500 such
pairings and thereby obtain a training collection of lij = (li � lj)
vectors as our observed data.
(b) Segmentation result with 
de−correslated features

. Right image: Segmentation result with decorrelated features.
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The feature decorrelation matrix K is computed using a fixed-
point based variant of ICA due to hyvarinen [18] known as ‘‘Fast
ICA’’, which is computationally very efficient yet statistically ro-
bust. The difference this conditioning matrix makes can be wit-
nessed in Fig. 2, where improved segmentations clearly result.
3. Object and object part identification

Our aim now is to partition a hierarchical description of an im-
age into objects, and then partition objects into parts. This process
cannot depend in any way on the visual representation, because
that is assumed to be unknown. Rather, the process must depend
only on the structure of tree and the graph of primitives. Fig. 3
exemplifies what we mean by object structure. This figure shows
structure can be successfully obtained a simple way, but one which
is general to many depictive styles. Appearance within a class var-
ies significantly, because of depictive style, yet images from the
same object class share roughly similar structures. For example,
all the flowers contain a center; faces comprise eyes and a nose;
for cows and horses we can extract the legs, the body and the head.
Intuitively, these structures are a property of the object; which is
Fig. 3. Examples objects and their parts, found using graph energy analysis, taken
from our experimental training and test sets. Facial parts are identified; four legged
animals have their head and legs separated from their body; flowers have their
centers extracted.
as it should be, for we have proposed that structure is a property
of an object’s class.

Consider first the problem of identifying a salient object in the
tree. As with graph cuts [33], we want high connectivity within
an object and low connectivity between objects. But we do not
use graph cuts, we use graph energy instead. We make this choice
because: (i) graph cuts cannot decide the number of objects there
are in an image, whereas our graph energy based method can de-
cide this quantity; and (ii) the graph energy we use shows minima
for graphs of homogeneous degree. This includes circuits (poly-
gons) and cliques (fully connected objects), both of which are visu-
ally salient. Any node in the tree can be used to identify a collection
of image primitives, which in turn correspond to a subgraph the
graph of neighbors. The root node corresponds to the whole image,
and we compute the graph energy of this. Then we can remove the
root node to reveal the lowest branches, which form a covering of
the image and which partition the adjacent matrix into subgraphs.
The energy of each subgraph is computed and their sum is defined
as the energy of the whole. We continue in this way, moving down
through the tree, computing a graph energy at each step.

We use a modified definition of the Laplacian graph energy [15].
The Laplacian matrix is defined as L = D � A, in which D is a degree
matrix, and A an adjacency matrix. Laplacian graph energy has the
following standard definition: for a general graph G = (V,A), with
arc weights w(i, j) the Laplacian energy is

EðGÞ ¼
XjV j
i¼1

ki � 2
m
jV j

����
���� ð4Þ

In which: the ki are eigenvalues of the Laplacian matrix; m is the
sum of the arc weights over the whole graph, or is half the number
of edges in an unweighted graph; jVj is the number of nodes in
graph. Note that 2m/jVj is just the average (weighted) degree of a
node. Now, the Laplacian energy of a graph can rise or fall; our tests
show that this rise and fall is strongly correlated with the variance
in the degree matrix D. This means local minima tend to occur when
the graph is regular.

The standard definition of Laplacian graph energy makes no ex-
plicit account for a change in the number of connected compo-
nents. We would like this to happen, because connected
components are partitions of a general adjacency matrix. Now
the adjacency matrix we have has just one connected component,
it is constructed that way. But the tree nodes do partition our adja-
cency matrix into subgraphs that are connected only with arcs
weaker in strength than any arc in the subgraph, so it is reasonable
to consider each tree branch (object) as a connected component in
N
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Select the tallest tree at a local minimum.

Fig. 4. An example of normalized graph energy as a function of tree height. We
identify an object using the local minimum with tallest tree.
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an adjacency matrix, Fig. 4 shows a typically energy curve, as a
function of the height of the tree. For reasons explained below, lo-
cal minima in this plot are of interest, we choose the tallest tree
partition that gives a local minima, which breaks the image into
large objects.

We compute graph energy EðGÞ for each distinct object. We
combine these by defining the normalized Laplacian energy for a
graph of N connected components over n nodes (image primi-
tives/leaves)

n ¼ n
N

XN

i¼1

EðGiÞ
jVij

ð5Þ

The term EðGÞ=jV j is the average connection energy per node – this
is rather like normalising spatial measures (such as image mo-
ments) by area. Since the partition energy, n, is a function of tree
height, so we should write n(k). This novel definition coincides with
EðGÞ exactly if there is just one connected component, but other-
wise is bounded above by EðGÞ. The significant difference, though,
is that n rises steeply when two large connected components are
merged, less steeply when a large component absorbs a smaller
one, and gives local minima where connected components are close
to regular graphs.

As mentioned local minima of graph energy occur when (sub)-
graphs exhibit homogeneous degree. Fig. 4 shows that there is
more than one such local minimum. We currently select the tallest
tree minimum to obtain a partition with the fewest number of
large objects. We differentiate between foreground and back-
ground objects by having the user touch the foreground.

Having identified objects we turn attention to the second goal
of breaking them into parts. Objects are just images, with a tree
and neighbor matrix inherited from the full image. We find an ob-
ject’s parts by recursive application of the technique described –
we just find the last local minimum in the graph energy curve
for the object-image. The result is a set of objects and their parts,
as seen in Fig. 3. It is these structures we use to characterize the
objects, as explained next. Notice that although the parts vary over
a visual object class, that inter-class variation seem to the eye to be
wider that intra-class variation. For example, faces have several
internal parts whereas flowers have one, while horses have many
external parts. The structural relationship we obtain between an
object and its parts reflects that in the underlying objects. Horses
do have legs, a body and a head; faces have eyes and mouths;
Fig. 5. The set of training images. Each column is a class (but horses and cows are
and flowers have petals and a centre. Thus we have automatically
constructed a description which is indicative of the structure of
real world objects.
4. Structure vectors as object features, and classification

In this section, we choose to progress instead by considering the
structure we have just constructed, and only that. This is (i) to see
how useful structure alone is as a classifier; (ii) to create equiva-
lence classes sufficiently broad they encompass many depictive
styles. Once we begin using node labels it is easy to unwittingly
make tacit assumptions about content, assumptions we wish to
avoid.

We now assume we have a collection of unlabelled, undirected
graphs Gi. Each one corresponds to an object in an image, and is
typically small because the number of any object is usually com-
posed from only a few parts. We use graph spectral theory to com-
pute a vector of fixed size for each one. This vector we call a
structural feature vector, because it encodes structure and is a fea-
ture of an object. It can be treated just as any other feature vector.

There any many ways to create a structural feature vector from
a graph. One major contributions[41,39,40,23] are based on spec-
tral graph theory [5], where eigenvalues and eigenvectors are used
to extract the invariant and stable information to characterize the
graphs. Here, for the simplicity, we follow Ping and Wilson [41],
who advocate the use of eigenvalues from the signless Laplacian
matrix. This is defined as L = D + A, where as before A is the adja-
cency matrix and D is the degree matrix. So, we form a feature vec-
tor, f, as the eigenvalues of D + A.

We fixed f into a space of eight dimensions, padding with zeros
if necessary. We used eight dimensions because that was the larg-
est graph we observed, so we were sure to retain all information.
The clusters visualized in Fig. 6 are in two dimensions, yet remain
largely separable; how best to choose the dimension of structural
feature space remains an open question.

A structure vector f is no more than a particular kind of feature
vector, which allows us to use any standard classification algo-
rithm. After visually examining a two dimensional scatter plot of
twelve different kinds of object we decided to opt for supervised
training. An eigenmodel comprising the number of point, their
mean and covariance was fitted to the features of each training
class, which was manually labeled hence the supervision. The indi-
vidual eigenmodels were then collected into a single Gaussian
both four legged animals). Many depictive styles are included in each class.
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mixture model (GMM). Fig. 5 shows some of the pictures in our
training set. We need only a few images per class, we trained with
10 examples per class. All sets contains drawings and paintings as
well as photographs, yet form discernible clusters, as Fig. 6 shows.
The spread of the cluster is explained by noise that can arise from
slightly different segmentations.

Notice we include both horses and cows in the training set, but
these form a single cluster. This shows that the equivalence classes
generated from structure are broad. We included these ‘‘four
legged animals’’ because we predicted they would classify as one
Fig. 7. The set of testing images, as for the training set

Table 1
A confusion matrix for GMM; each row shows the probability a test class is classified as a g
Birds; (5) Plane; (6) Cup; (7) Dumbbells; (8) Star fish; (9) Pliers; (10) Razors; (11) Guitars

1 2 3 4 5 6

1 0.94
2 0.88 0.06
3 0.86
4 0.06 0.91 0.03
5 0.86 0.14
6 0.06 0.89
7
8 0.06
9
10 0.06
11
12 0.03
– but ‘‘four legged animals’’ is a perfectly legitimate class, and
horses and cows can be separated other means, if the application
demands. Notice that a system that always discriminates cows
from horses might never be able to recognise the class of four leg-
ged animals.
5. Empirical verification

To verify our classifier we used a set of test images, with 50
images from each class, some of which are seen in Fig. 7. Test
images are highly varied in their depictive style. For a given test
object we constructed a feature vector, which was then input to
our GMM which estimated the posterior probability of the test ob-
ject belonging to each training class. The test object was assigned
the class for which the posterior probability was largest. In this
was we constructed a histogram of how the test set distributes
over the training classes, and each histogram is a row in Table 1.
It is clear that most objects can be correctly classified with high
probability, suggesting our GMM is a reasonable discriminative
model.

To verify our classifier we used a set of test images, with 50
images from each class, some of which are seen in Fig. 7. Test
images were highly varied in their depictive style. For a given test
object we constructed a feature vector, which was then input to
our GMM which estimated the posterior probability of the test ob-
ject belonging to each training class. The test object was assigned
the class for which the posterior probability was largest. We con-
structed a confusion of how the test set distributes over the
training classes, which can be seen in Table 1. It is clear that most
objects can be correctly classified with high probability, suggesting
our GMM is a reasonable discriminative model. We also tested the
, many depictive styles are included in each class.

iven training class. The classes are: (1) Four legged animals; (2) Faces; (3) Flowers; (4)
; (12) Turtles.

7 8 9 10 11 12

0.03 0.03
0.03 0.03

0.14

0.05
1.00

0.94
0.97 0.03

0.94
0.09 0.03 0.88

0.97



Table 2
A confusion matrix for SVM; each row shows the probability a test class is classified as a given training class. The classes are: (1) Four legged animals; (2) Faces; (3) Flowers; (4)
Birds; (5) Plane; (6) Cup; (7) Dumbbells; (8) Star fish; (9) Pliers; (10) Razors; (11) Guitars; (12) Turtles.

1 2 3 4 5 6 7 8 9 10 11 12

1 0.93 0.04 0.03
2 0.87 0.06 0.03 0.04
3 0.87 0.13
4 0.07 0.89 0.07
5 0.86 0.14
6 0.06 0.87 0.07
7 1.00
8 0.06 0.94
9 0.03 0.93 0.03
10 0.08 0.92
11 0.09 0.04 0.89
12 0.06 0.94

Fig. 8. Examples of incorrectly classified faces.
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execution time of our methods. For the hierarchy grouping and
parts identifications stages (Sections 2 and 3), a 1024 � 768 image
will normally cost around 2s (the computer is an Core 2 Duo 2.0
with 2G memory). While for the GMM generation and recognition
stage the speed is fast, with around 300 images it takes no more
than 1s. For comparison, we also used SVM [36] as a way for clas-
sification. We still use the same training sets to construct the clas-
sifier then the test images are used for verification. The confusion
matrix is given in Table 2. As, we can see, changing the classifica-
tion algorithms will not influence our results too much.

Despite classifying many images correctly, we of course meet
with some failures. There is some limitations of the our approach.
One major limitation come from that there exist some kinds of ob-
jects which do not have common structures such as clouds, houses
and computers. So it is impossible to use structure information to
characterize these objects. Our current methods also depends on
low-level vision processing to extract the hierarchical to represent
the object. In Fig. 8 we see some faces that have been incorrectly
classified. But we still notice that the incorrectly classified faces fell
into categories which are neighboring to the face class (see Fig. 6)
6. Conclusions

This paper claims structure can be used to classify, just as other
features like texture, shape are used. We have provided experi-
mental evidence in support of this claim. Our means of forming
hierarchical descriptions requires relatively simple images, but
does operate over a wide range of depictive styles. The character-
istic that structure brings into classification is that of broad classes
– sufficiently broad to cover objects depicted in a wide range of
styles: photographs, drawings, and so on, yet sufficiently discrim-
inative to be meaningful.

Changing the segmentor and the classifier will not affect our
conclusion, although it will make the system more robust. Simi-
larly, there is more work to do to answer questions of scale, point
of view, occlusion and so on. Again, answering these questions will
not change our conclusion, but will act to make the system more
robust, which provides amply future work. Also, comparative eval-
uation against other systems is for future work: exactly how to
compare a classifier based on structure against one based on
appearance is an open issue. Here we have shown that structure
can be used as a feature, which was our intention and the contribu-
tion of this paper.
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