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ABSTRACT
Video classification has been achieved by automatically mining the
underlying concepts (e.g. actions, events) in videos, which plays an
essential role in intelligent video analysis. However, most existing
algorithms only exploit the visual cues of these concepts but ignore
external knowledge information for modeling their relationships
during the evolution of videos. In fact, humans have remarkable abil-
ity to utilize acquired knowledge to reason about the dynamically
changing world. To narrow the knowledge gap between existing
methods and humans, we propose an end-to-end video classifica-
tion framework based on a structured knowledge graph, which can
model the dynamic knowledge evolution in videos overtime. Here,
we map the concepts of videos to the nodes of the knowledge graph.
To effectively leverage the knowledge graph, we adopt a graph
convLSTMmodel to not only identify local knowledge structures in
each video shot but also model dynamic patterns of knowledge evo-
lution across these shots. Furthermore, a novel knowledge-based
attention model is designed by considering the importance of each
video shot and relationships between concepts. Extensive exper-
imental results on two video classification benchmarks UCF101
and Youtube-8M demonstrate the favorable performance of the
proposed framework.
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1 INTRODUCTION
With the prevalence of digital devices and rapid development of
social media, video has been one of the most popular visual media
for entertainment and communication. For example, the world’s
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largest video sharing website, YouTube, has more than 1 billion
users who spend hundreds of millions of hours on watching videos
every day and generate billions of views1. Therefore, automatic
video classification methods are urgently required by the sheer
volume of video data. These methods should be able to effectively
recognize useful concepts such as human actions and complex
events, which are fundamental to intelligent video understanding
such as video searching, retrieval, advertising, summarization, etc.
However, video classification is a particularly challenging problem
due to the harsh nature of videos, including huge semantic gap
between low-level video features and complicated high-level se-
mantics, large intra-class variations caused by diverse viewpoints
and backgrounds, and complex temporal structures incurring un-
derstanding difficulties [24, 56, 61].

Current video classification approaches mainly focus on design-
ing robust video features or developing effective video classification
architectures with deep learning. Since video naturally consists
of spatial and temporal information, traditional methods directly
adopt hand-crafted features to model both types of information,
such as Histograms of Oriented Gradients (HOG) [9], improved
Dense Trajectories (iDT) [52], and Motion Boundary Histograms
(MBH) [10]. Recently, because of the effective ability to learn feature
representations in an end-to-end manner, deep learning has been
widely employed in video classification with various architectures.
For example, 3D CNNs [39, 50] utilize 3D convolution and pooling
operations to learn spatiotemporal representations from RGB vol-
umes. Some methods adopt two-stream CNNs [16, 43] to capture
appearance and motion information in videos. To effectively model
the long-range temporal structure, some sequential models such
as RNNs [13, 38, 57] and attention model [53] are built on top of
2D CNNs. Although the above algorithms show promising perfor-
mance in video classification task, most of them only focus on the
visual cues in videos but ignore external knowledge information for
guiding the classification. In fact, humans have remarkable ability
to recognize large-scale concepts in the real world not only by the
visual appearance themselves but also by using semantic knowl-
edge of the world learned through experience. As shown in Figure 1,
it is difficult for machines to give the label vegetarian food to this
video since vegetarian food is not a concrete visual concept and is
hard to train by a classifier explicitly. However, humans can easily
infer this concept based on the fact that no meat appears in the
video. The significant knowledge gap existing between machine and
human hinders the further development of video classification.

Recently, knowledge graphs have been successfully used in vari-
ous multimedia tasks such as object detection [15], multi-label im-
age classification [33], situation recognition [30], etc. The improved
1https://www.youtube.com/yt/press/statistics.html
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Figure 1: Example of how knowledge graphs reason about the video classification in a dynamicmanner. Here, we see a cooking
show video with other labels such as bean, onion, burger, vegetarian food, etc. By dynamically watching the video sequence and
attending to important shots, humans are able tomake the correct classification based on what we know about these concepts.

performance clearly demonstrates the incorporation of knowledge
graphs can bridge the knowledge gap in existing state-of-the-art
approaches. Therefore, there is great potential to exploit knowl-
edge graphs for video classification. Furthermore, to build a much
more reasonable video classification algorithm, it is important and
necessary to consider three factors including dynamic knowledge
evolution modeling, knowledge-based attention model, and end-
to-end training. (1) Significant advantages of exploiting temporal
rather than only spatial information for video classification have
been shown recently [12, 38, 50]. Such insights are also important
when modeling knowledge information in video sequences. Fig-
ure 1 demonstrates the dynamic knowledge evolution in a cooking
show video. There is a woman talking at the beginning, however,
we cannot infer the video as a cooking show since a woman can
also talk in an interview or an online class. As time goes by, we have
a larger probability to determine the video as a cooking show by
using the fact “food belongs to cooking” and “a person is talking
and cooking belongs to a cooking show” in knowledge graph. In
addition, the concept vegetarian food can be inferred at the end of
the video since no meat appears from beginning to end. (2) It is
important to focus on relevant shots and concepts when classifying
a given video. As shown in Figure 1, different shots of a video reveal
different importance in classification, and some shots even make
no contribution. Moreover, the representation of a specific concept
is related to other concepts in the knowledge graph, such as the
concept vegetarian food is related to all the vegetables. As a result,
we should classify a specific concept by adaptively attend to its
neighbors over time. (3) Although the use of knowledge graphs
has shown great potential, some methods are not end-to-end train-
able [15, 70]. In fact, end-to-end training of deep architectures is
generally preferable to training individual components separately.
Incorporating knowledge graphs in an end-to-end framework will
make knowledge mining and video classification co-adapt and co-
operate each other.

In consideration of the above factors, we propose a novel knowl-
edge graph based video classification method, which can exploit
dynamic knowledge evolution and knowledge-based attention in
an end-to-end framework. To effectively leverage the knowledge
information in a knowledge graph, we utilize Graph Convolutional
Networks (GCNs) [11, 27] to model the dependencies between its
nodes and propagate messages along the edges existing in the

knowledge graph. Furthermore, to model the knowledge evolution
process, it is natural to extend GCNs to sequential models such as
graph convLSTM model [42]. Specifically, as shown in Figure 2, (1)
we utilize a graph convLSTM model to learn the dynamic knowl-
edge evolution across sequential video shots. Here, a front-end
network is first adopted to mine the underlying concepts in each
video shot (Watch). These concepts are corresponding to nodes in
the knowledge graph, and their relationships are modeled via the
edges in the graph. By taking the mined concepts as the input of
the graph convLSTM model, we are able to not only identify local
knowledge structures in each video shot but also model dynamic
patterns of knowledge evolution (Think). Note that the front-end
network can be one of the most existing video classification net-
works, which shows our framework is highly flexible. (2) We design
a novel knowledge-based attention model to consider the impor-
tance of different concepts over different video shots (Attend). In
particular, the proposed attention model can generate attention
scores for related concepts in each video shot, and these scores are
jointly used to determine the final representations of each concept
in video classification. In addition, we also adopt a knowledge-based
attention loss, which can effectively constrain our framework to
automatically evaluate the attention scores based on the guidance
of the knowledge graph. (3) By using back-propagation through
time (BPTT), our framework can be trained in an end-to-end man-
ner including the front-end network, graph convLSTM layer and
attention model. Finally, our framework is applied to two video clas-
sification datasets and performs favorably. The main contributions
are summarized as follows:
• We propose an end-to-end video classification framework based

on knowledge graphs, which can effectively model the dynamic
knowledge evolution via graph neural networks and bridge
the knowledge gap in existing methods. To the best of our
knowledge, it is the first work to formulate dynamic knowledge
evolution of videos in an end-to-end framework by leveraging
external knowledge graphs.

• To maximize the utility of knowledge graphs for video classifi-
cation, we propose a novel knowledge-based attention model.
By considering the importance of each video shot and relation-
ships between concepts, the proposed attention model takes
knowledge graph as a guidance to automatically determine the
representation of each concept.



• We conduct extensive experiments on two video classification
datasets, i.e., UCF101 and a large-scale dataset Youtube-8Mwith
about 8 million videos. The experimental results demonstrate
the effectiveness of the proposed framework w.r.t leveraging dy-
namic knowledge evolution for video classification. We achieve
the state-of-the-art performance on both datasets.

2 RELATEDWORK
Video classification is an attractive research topic and significant
efforts have been achieved in recent years [17, 29, 43, 52, 64, 66–
69]. In this section, we briefly review the existing methods on
three problems related to our work, including video classification
by deep learning, multimedia tasks using knowledge graphs, and
graph neural networks.
Video Classification by Deep Learning. Conventional video
classification methods adopt hand-crafted features as appearance
andmotion representations, such as Spatial-Temporal Interest Points
(STIP) [28], iDT [52], and audio clues [8]. Although these meth-
ods achieve state-of-the-art performance, they hardly benefit from
the end-to-end training due to the separate process of learning
classifiers and features. Recently, with the increasing popularity
of deep learning based methods [18, 19, 62, 65], convolutional and
recurrent neural networks (CNNs and RNNs) have been adopted
for video classification. For CNNs, the pioneering work of Karpa-
thy et al. [26] extended 2D CNNs into video classification by con-
sidering various architectures. Simonyan and Zisserman [43] pro-
posed a two-stream CNN architecture which incorporates spatial
and temporal networks. The final predictions can be obtained by
linearly fusing the prediction scores of the two CNNs. Feichten-
hofer et al. [16] introduced a novel fusion method at convolution
layers. Wang et al. [54] designed a temporal segment network,
which is based on long-range temporal structure modeling. Other
methods also achieved promising performance, such as C3D [50],
P3D ResNet [39], dynamic image networks [3], and so on. For RNNs,
Srivastava et al. [48] utilized LSTM networks in an encoder-decoder
framework to learn video representations in an unsupervised man-
ner. Veeriah et al. [51] proposed a differential gating scheme for
LSTM, which emphasizes on the change in information gain. In [49],
an LSTM network was adopted as a temporal model with con-
sidering high-level object semantic features. In addition, various
methods have been proposed in hybrid deep learning frameworks
by combining convolutional and recurrent neural networks, such
as [13, 38, 57]. Although the above methods perform favorably,
most of them are knowledgeless which do not leverage external
knowledge for video understanding. Some methods aim to automat-
ically mine class relationships in neural networks [24, 57], however,
they also do not incorporate external knowledge in their frame-
work, which is hard to reduce the knowledge gap and generalize to
complex tasks with large scale concepts.
MultimediaTasksUsingKnowledgeGraphs.There is an emerg-
ing trend to incorporate external knowledge, e.g. knowledge graphs,
for certain multimedia tasks such as web search and social me-
dia [14], object detection [15], image classification [33], situation
recognition [30], visual question answering [55, 70], image re-
trieval [25], and visual relationship extraction [32]. Among these
methods, few of them have been learned in an end-to-end man-
ner. Fang et al. [15] utilized semantic consistency to quantify and

generalize knowledge, which improves accuracy through a re-
optimization process. Zhu et al. [70] proposed a knowledge based
framework which can generalize to other tasks. Different from the
methods which treat knowledge graph as a separate component in
their frameworks, Marino et al. [33] introduced a graph search neu-
ral network (GSNN), which can exploit large knowledge graphs into
an end-to-end framework for image classification. There are few
video classification methods using knowledge graphs. Although
the method in [63] combined traditional “knowledgeless” methods
with knowledge graphs in an end-to-end framework, it simply em-
ployed the knowledge graph as a graph term in the loss function
but ignored the temporal structures of knowledge evolution.
Graph Neural Networks. Generalization of neural networks for
arbitrarily structured graphs has drawn great attention in recent
years. There are generally two ways to develop graph neural net-
works. On the one hand, some methods apply feed-forward neural
networks to every node of the graph recurrently [31, 33, 41]. The
Gated GraphNeural Network (GGNN)was proposed by Li et al. [31],
which uses a recurrent gating function and back-propagation to
update the node state. However, GGNN has the issue of computa-
tional scalability [33]. GGNN was extended to graph search neu-
ral network to reduce the computational cost [33]. On the other
hand, some methods provide well-defined localization operators on
graphs via convolutions in the spectral domain [5, 11, 27]. By using
localized spectral filters on graphs, these methods can match local
neighborhoods with low computational cost [11, 27]. Kipf et al. [27]
proposed a localized first-order approximation of spectral graph
convolutions for semi-supervised classification. Seo et al. [42] com-
bined Graph Convolutional Networks (GCNs) [11] and RNN to
model spatial structures and dynamic patterns.

3 OUR APPROACH
In this section, we illustrate our proposed approach for video clas-
sification in details. We first introduce the graph convolutional
network in a spectral framework, which enables us to general-
ize CNNs to graphs. Then, we present how to dynamically model
knowledge evolution in a given video by using graph neural net-
works, followed by giving the details about the video classification
with the knowledge-based attention model. Finally, we show how
to build the knowledge graphs for video classification tasks.

3.1 Graph Convolutional Network
Graph convolutional networks aim to efficiently learn localized
graph filters, which can capture local stationarity property of the
input data. To keep this paper self-contained, we briefly introduce
GCNs proposed in [5, 11] as follows.

Given an undirected and weighted graph G = (V, E) with M
nodes, V , a set of edges between nodes, E, an adjacency matrix
A ∈ RM×M , and a degreematrixDii =

∑
j Ai j . We consider spectral

convolutions defined as the multiplication of a graph signal x ∈ RM
(xi is the value of x at the ith node) with a filter дθ (Λ) = diag(θ ):

дθ ∗G x = Uдθ (Λ)U
⊤x, (1)

where the parameter θ ∈ RM is a vector in the Fourier domain.
U ∈ RM×M and Λ ∈ RM×M are the matrix of eigenvectors and
diagonal matrix of eigenvalues with regard to the normalized graph



Figure 2: End-to-end framework of the proposed video classification method via a graph convLSTMmodel. For an input video,
the front-end network generates graph signals xt for each shot, which is a probability distribution overM concepts. The graph
signals are sequentially taken as inputs to the graph convLSTM model and generate output states ht ∈ RM×dh . Finally, a
knowledge-based attention model is utilized to focus on relevant features which are then used for video classification. Here,
a deeper color in a node means this node is stronger activated.

Laplacian L = IM − D− 1
2 AD− 1

2 = UΛU⊤ ∈ RM×M . We can under-
stand дθ as a function of the eigenvalues of L. Note that Eq. (1) suf-
fers from highly computational burden with complexity of O(M2).
To address this issue, we can approximate дθ (Λ) via a truncated
expansion of Chebyshev polynomials Tk (x) up to Kth order [22]:

дθ (Λ) ≈
K∑
k=0

θ ′kTk (Λ̃), (2)

where Λ̃ = 2
λmax

Λ − IM . λmax is the largest eigenvalue of L. θ ′k ∈

RK is a vector of Chebyshev coefficients and Chebyshev polynomial
Tk (x) of order k is recursively defined as Tk (x) = 2xTk−1(x) −
Tk−2(x), with T0(x) = 1 and T1(x) = x.

By combining Eq. (1) and Eq. (2), the graph filtering operation
can be written as:

дθ ∗G x ≈

K∑
k=0

θ ′kTk (̃L)x, (3)

where L̃ = 2
λmax

L − IM . As demonstrated in [11, 27], the filter
operation ∗G is K-localized and only depends on the nodes that are
at maximum K hops away from the central node. The complexity
of evaluating Eq. (3) is O(K |E |). Note that Eq. (3) can be easily
extended to a multi-channel manner, where the graph signal is
defined as X ∈ RM×C . Readers can refer to Defferrard et al. [11] for
more details.

3.2 Knowledge Evolution Modeling
Suppose we have N labelled videos in the training set V , where
M concepts2 are associated with these videos. Accordingly, we
have M nodes in the built knowledge graph G corresponding to
the concepts. We use the term concept and node interchangeably
hereafter. As shown in Figure 2, for a video v ∈ V , we first equally
segment it into T shots {vt }Tt=1. Note that we fix the number of
segmented shots for all videos in order to perform sequential par-
allelization in our framework. Each video segment vt is feed into
the front-end network that has different forms in terms of differ-
ent video classification tasks (i.e. the gated netVLAD model [34]
2 Here, the concepts include labels and attributes of the video dataset.

in Youtube-8M task [1] or the two-stream fusion method [43] in
UCF-101 task [45]). The front-end networks extract video and/or
audio features from each frame and then output a M-way vector
xt , which is a probability distribution over M concepts. Here xt
can be seen as a graph signal in Section 3.1, where xit is the value
of xt at the ith node. To learn the dynamic knowledge evolution
across video shots, we utilize a graph convolutional recurrent neu-
ral network to model the time-varying graph signal xt generated in
each video shot. Here, we choose a graph convLSTM model similar
to [42, 59] in our framework. Given the input xt , the output and
the cell state from last timestep ht−1, ct−1, the graph convLSTM
unit updates for timestep t are:

gt = tanh(Tд ∗G xt + Rд ∗G ht−1 + bд)

it = σ (Ti ∗G xt + Ri ∗G ht−1 + bi )

ft = σ (Tf ∗G xt + Rf ∗G ht−1 + bf )

ct = gt⊙it + ct−1⊙ft
ot = σ (To ∗G xt + Ro ∗G ht−1 + bo )

ht = tanh(ct )⊙ot .

(4)

where ∗G is the K-localized filter operator defined in Section 3.1.
K is the support size of the graph convolutional kernels, which
controls the communication overhead, i.e., the number of used
neighborhoods. For any given node, the K neighborhoods control
how to compute its state. T, R, and b are input weights matrices,
recurrent weight matrices, and bias vectors. gt is the cell input
vector, it , ft , ot are the activation vectors of input, forget, and
output gates. σ is element-wise Sigmoid activation functions, and
⊙ is an element-wise product operator. Thematrices T ∈ RK×dh×dx ,
R ∈ RK×dh×dh , and b determine the number of parameters, where
dx anddh are the dimension of node representation in the input and
output. In our setting, since the node representation of the input is
a probability distribution, dx = 1. By using the graph convolution
operator, the number of parameters is independent of the number
of nodesM .
Discussion: Eq. (4) is able to exploit graph convolutional operator
∗G and LSTM to identify meaningful local knowledge structures



and dynamic patterns simultaneously. Here, a local knowledge
structure is about the mined concepts in a video shot vt , which is
controlled by the relationships between nodes in the knowledge
graph (i.e. two concepts have a strong relationship would force
them to have similar representations). The dynamic patterns are
captured across the video shots, which make the mined concepts in
consecutive shots complement and enhance each other and learn
the knowledge evolution in the entire video.

3.3 Video Classification with Knowledge-based
Attention

It is a natural way to pay attention to relevant shots and concepts
when performing classification on a given video. To achieve this
goal, we design a novel knowledge-based attention mechanism by
jointly considering: (1) Different shots of a video reveal different
importance in mining the underlying concepts. Specifically, there
may be some shots that have no relevance to the final classification
of the video. (2) The classification of a specific concept is related
to other concepts in the knowledge graph, thus we should decide
the final representation of the concept by adaptively combining its
neighbors. From Section 3.2, we know that in each timestep, our
graph convLSTM unit generates the representation for the current
shot. The video is then classified by using the feature sequence
[h1, h2, ..., hT ] outputted by the graph convLSTM layer and the
attention scores learned by the proposed attention model, as shown
in Figure 2. We denote the probability of video v being classified to
the concept c as pc , which can be calculated as:

pc = f (h
c ;wc )

h
c
=

T∑
t=1

∑
m∈N(c)

αc,mt · hmt

αct = д(h
N(c)
t ;wc

a ).

(5)

where f (·;wc ) is a classification scoring function parameterized
by wc , such as softmax function for the single-label classification
problem or the sigmoid function for the multi-label classification
problem, c ∈ [1,M]. hmt ∈ Rdh is the representation of the mth

concept produced by the graph convLSTM layer in timestep t . It
is further weighted by the attention scores α learned by the atten-
tion model д(·;wc

a ), which is a one-layer perceptron followed with
softmax output parameterized by wc

a . N(c) denotes the indices of
the node (concept) c and its neighbors based on knowledge graph.
Here, αc,mt ∈ R is themth element of αct , which is able to determine
the contribution of nodem to the representation of its neighbor
c in timestep t . hN(c)

t denotes the concatenated representation of
the neighbors of node c in timestep t . The weighted average of
the concept representation, i.e., h

c , is taken as the input by the
classification scoring function f . Since the knowledge graph is of-
ten sparse [46], i.e., most nodes only have a few of neighbors, the
calculation of αct and h

c can be implemented efficiently via sparse
matrix multiplication.

Note that for lots of tasks people propose to utilize attention
models without using an explicit constraint [7, 37, 60]. On the
other hand, some methods adopt extra information to constrain
the learned attention scores, such as weak semantic relevance [29].
Here, we design a novel knowledge-based attention constraint to

guide the learning process of attention scores:

Latt (V ,A) =
1
N

∑
v ∈V

1∑M
m=1 1

label,v
m

M∑
m=1

1
label,v
m | |Bvm · − Ãm · | |

2
2,

(6)
where the indicator function 1label,vm denotes whether concept
m is the label of video v . This means that only the groundtruth
labels are used for calculating attention loss. Bvmn =

1
T
∑T
t=1 α

m,n
t

is the accumulated attention score between nodem and n. Ã is the
normalized adjacency matrix where each row is processed by a
softmax function. Bvm · and Ãm · denote themth row of matrices Bv

and Ã. By using Eq. (6), our model can automatically evaluate the
attention scores based on the guidance of the knowledge graph.

Finally, we can obtain the whole objective function of our video
classification framework as in Eq. (7):

Loss(V ,L,A) = (1 − λ1)Lcls + λ1Latt + λ2 | |θ | |
2
2

Lcls (V ,L) = −
1
N

N∑
i=1

M∑
m=1

lmi log(pmi ).
(7)

where Lcls (V ,L) is the categorical cross-entropy loss, L is the
groundtruth labels of the training set and li is the label vector
of video vi . θ denotes all the parameters in our framework. λ1 and
λ2 are the trade-off parameter and the coefficient of the weight
decay term, respectively.

3.4 Knowledge Graph Building
We use the off-the-shelf ConceptNet 5.5 [46] to build our knowl-
edge graph, which connects words and phrases of natural language
with labeled edges. Its knowledge is collected from many sources
including WordNet [4, 36], DBPedia [2], Open Mind Common
Sense [44] et al. Following previous work [15, 63], we only em-
ploy its English subgraph with about 1.5 million nodes. To map
the concepts to the nodes in ConceptNet, we simply adopt exact
string matching as it in [63]. The most important procedure of
building the knowledge graph is calculating the adjacency matrix
A. While a knowledge graph may have multiple types of edges, we
follow some previous methods [15, 33] to simplify it as a single
matrix (adjacent matrix of entity nodes) to effectively represent the
semantic consistency and propagate information between nodes.
Here, we determine the weight of nodes i and j, Ai j = Aji , based
on the following principles:
• If both nodes can be found in ConceptNet with one edge being

connected, we use theweights corresponding to this edge asAi j .
Note that each edge in ConceptNet is an assertion - indicates a
combination of various data sources to produce that edge [47].
The joint use of data sources assigns a floating-point score to
each assertion, representing the weight of that edge. For more
details, please refer to [47].

• If both nodes can be found in ConceptNet but there is no exist-
ing edge, we find the shortest path between them and use the
product of edge weights in this path as Ai j . If the length of the
path is larger than 3, we set Ai j to 0.

• If node i and/or j cannot be found in ConceptNet, we use
Word2Vec embedding [35] pre-trained on massive natural lan-
guage corpus to evaluate the relationship between both nodes.



Table 1: Performance comparison between our framework and the original 8 baselines with various RGB and optical flow
streams. For each split, the first row reports the performance of original methods (knowledgeless model), the second row
reports the performance of our framework by taking the baselines as front-end networks. Classification accuracies (%) are
reported on the UCF101 dataset.

Method RGB DRGB OF DOF RGB+OF RGB+DRGB OF+DOF All Streams

Split1 - 87.8 85.8 83.3 85.2 91.8 90.4 87.4 93.6
+Ours 88.5(+0.7) 87.2(+1.4) 85.2(+1.9) 86.6(+1.4) 92.6(+0.9) 90.9(+0.5) 88.9(+1.4) 94.3(+0.7)

Split2 - 88.0 88.2 84.4 87.1 92.5 91.1 88.8 94.8
+Ours 88.4(+0.5) 88.9(+0.7) 85.9(+1.6) 88.4(+1.3) 93.1(+0.6) 92.1(+1.0) 90.0(+1.2) 95.2(+0.5)

Split3 - 87.3 87.2 86.5 87.4 93.4 89.8 90.0 95.2
+Ours 88.9(+1.5) 88.2(+1.0) 88.7(+2.2) 89.7(+2.3) 94.5(+1.1) 90.2(+0.4) 91.9(+1.9) 95.8(+0.6)

Mean - 87.7 87.1 84.7 86.5 92.6 90.4 88.7 94.5
+Ours 88.6(+0.9) 88.1(+1.0) 86.6(+1.9) 88.2(+1.7) 93.4(+0.9) 91.1(+0.7) 90.3(+1.5) 95.1(+0.6)

For a concept with multiple words, we use the average of these
embedding as the final feature [29].
Finally, the values inA that are lower than 0.01 are set to 0, which

makes A be sparse. Although we can fine-tune the adjacent matrix
A during training like [24, 57], we choose to fix it in our framework
following [33, 63]. The reasons are two-fold: (1) fixing A is more
computationally efficient than fine-tuning it. (2) Fine-tuning A will
change the intrinsic knowledge structures in it, resulting in losing
generalization ability. In fact, we show that the fixed A performs
favorably in our experiments.

4 EXPERIMENTS
In this section, we evaluate the performance of the proposedmethod
on two video classification datasets: UCF101 [45] and Youtube-
8M [1]. The extensive results demonstrate the effectiveness of our
method for large-scale video classification. Finally, we conduct
component analysis of our framework.

4.1 Implementation Details
We use two graph convLSTM layers in our model, the hidden sizes
are set to dh1 = 15 and dh2 = 20. The support size K is 2 in both
layers. Because of the stacked graph convLSTM layers and the
dynamic knowledge evolution, our model can capture high-order
concept relationships in each video. Our framework is implemented
by TensorFlow. In the model training phase, to learn the knowledge
evolution stably, we first train the front-end network for video clas-
sification by using its original implementation. Thenwe jointly train
the whole framework. The trade-off parameter λ1 is set to 0.4 by
grid-search over {0.2, 0.4, 0.6, 0.8} and three-fold cross-validation.
The coefficient λ2 of weight decay term is set to 5e-5. We set the
number of shots T to 10. The loss is minimized by using back-
propagation through time (BPTT) and RMSProp with a learning
rate of 0.001 and a decay rate of 0.9. The batch size is 64 and we
train our framework for 10 epochs.

4.2 Video Classification on UCF101
The UCF101 [45] dataset is one of the most popular action classifi-
cation benchmarks. It consists of 13,320 videos in total (27 hours
in total). Following the suggested experimental protocol [45], we
adopt the three training/testing splits for evaluation. Results are
measured by classification accuracy on each split.

Table 2: Comparison with the state-of-the-art in terms of
classification accuracy (%). Our method performs favorably.

Method UCF101
2S-CNN+LSTM [38] 88.6

Two-Stream Fusion +IDT [16] 93.5
Temporal Segment Networks [54] 94.2

Two-Stream I3D [6] 93.4
Ours (All Streams) 95.1

Since each video in this dataset only has one label, we use the
1000 categories from ImageNet [40] as external attributes. As a
result, we have 1, 101 concepts (attributes + action classes) in this
experiments. We adopt ResNet-101 [23] as an additional part of
the front-end network to calculate the probability distribution over
the 1000 attributes in each video shot. Specifically, we average the
probability distribution outputted from ResNet-101 for all frames
in a video shot. Note that although we can directly use the 115
attributes [20] annotated for UCF101, we choose to adopt the Ima-
geNet classes as a more general case. Because we do not have the
groundtruth of the 1, 000 attributes, the classification loss in Eq. (7)
only considers the 101 labels of the dataset.
Baselines as Front-end Network. Inspired by the success of two
stream networks [43] which incorporate static RGB images (RGB)
and optical flow images (OF), we utilize these types of images as
the input of different streams to detect the 101 action classes in
our front-end network. we adopt the ResNeXt-50 network [58] for
implementing each stream. To further improve the performance,
we add another two types of images, dynamic RGB image (DRGB)
and dynamic optical flow (DOF) [3], as the additional streams of
our front-end network. For fusing the scores of these streams, we
adopt the late fusion strategy as it in [16].
Overall Performance. We first report the performance of our
method in each test split with different front-end networks such as
RGB, OF, RGB+OF, etc. After that, we compare our method with
recent state-of-the-art methods. Table 1 shows the performance
improvement of our proposed method compared with different
video classification baselines using various RGB and optical flow
streams. Here, we take these baselines as the front-end networks in
our framework. Overall, we observe very consistent improvements
for all baselines. In particular, themean improvement for four single-
stream baselines, RGB, DRGB, OF, DOF, are 0.9%, 1.0%, 1.9%, 1.7%,



Table 3: Comparison with the state-of-the-art methods in terms of 4 evaluation metrics (%). Our method outperforms these
baseline methods by using them as the front-end networks.

Soft-DboW GRU LSTM GatedNetVLAD
Hit@1 PERR mAP GAP Hit@1 PERR mAP GAP Hit@1 PERR mAP GAP Hit@1 PERR mAP GAP

- 85.4 72.4 36.3 79.5 84.8 71.5 36.5 78.9 84.6 71.4 37.4 78.9 86.4 74.0 43.1 81.5

+Ours 86.0
(+0.6)

73.4
(+1.0)

38.2
(+1.9)

80.5
(+1.0)

85.1
(+0.3)

72.1
(+0.6)

38.3
(+1.8)

79.6
(+0.7)

85.1
(+0.6)

71.9
(+0.5)

39.1
(+1.7)

79.7
(+0.8)

86.9
(+0.5)

74.6
(+0.6)

44.5
(+1.4)

82.2
(+0.7)

respectively. In comparison to the baselines with multiple streams,
our framework improves RGB+OF, RGB+DRGB, OF+DOF, and All
Streams (RGB+DRGB+OF+DOF) by 0.9%, 0.7%, 1.5%, 0.6%. Table 2
depicts a quantitative comparison of our method using all streams
to the state-of-the-art methods. Our model performs favorably
against these methods. Although another state-of-the-art method,
Two-Stream I3D+ [6], achieves an accuracy score with 97.9%, it has
been pre-trained on a large-scale video dataset, Kinetics300k. We
can also train our framework on external video dataset to further
improve the performance.

4.3 Video Classification on Youtube-8M
Youtube-8M [1] is the largest multi-label video classification dataset
consisting of ∼8 million videos. These videos are annotated with a
diverse range of 4, 716 visual entities, with an average of 3.4 labels
per video. The dataset provides pre-processed features at frame and
video-levels, where the visual and audio features have 1, 024 and
128 dimensions, respectively. Since the labels of the original test
set are unknown, we adopt the initial training set for training, and
the given validation set for testing.
Evaluation Metrics.We utilize up to top 20 predictions per video
for calculating the following metrics [1, 34, 63]:
• Hit@1: the fraction of test samples with the top one prediction
belonging to the ground truth.

• Precision at Equal Recall Rate (PERR): the video-level an-
notation precision when we use the same number of entities
per video as there are in the ground-truth.

• meanAverage Precision (mAP): the mean of all the per-class
average precisions which are approximated as the area under
the precision-recall curves (AUC).

• Global Average Precision (GAP): AUC over a global list of
predictions from all the test videos.

Baselines as Front-end Network. To evaluate the effectiveness
of the proposed method, we compare our approach with four other
frame-level baselines3 using RGB and audio features:
• Soft-DBoW: Soft Deep Bag-of-Frame approach, 8000 clusters,
hidden size 1024.

• GRU: 2 layers, hidden size 1200.
• LSTM: 2 layers, hidden size 1200.
• Gated NetVLAD [34]: Gated Net Vector of Locally Aggregated
Descriptors. 256 clusters, hidden size 1024.

Overall Performance. Table 3 reports the performance compar-
isons between four baseline methods and their respective counter-
parts with our framework. We can observe an increase of perfor-
mance provided by our knowledge-based framework compared to
the original baselines. Compared with the state-of-the-art method,
GatedNetVLAD, our method achieves an absolute gain of (0.5%,

3https://github.com/antoine77340/Youtube-8M-WILLOW

Table 4: Comparison results of different T on UCF101 and
Youtube-8M. Here, we report accuracy (%) and mAP (%) for
both datasets respectively.

K 1 5 10 15
UCF101 (All Streams) 94.7 95.0 95.1 95.1

Youtube-8M (GatedNetVLAD) 43.6 44.2 44.5 44.3

0.6%, 1.4%, 0.7%) in terms of Hit@1, PERR, mAP, and GAP, respec-
tively. Generally, the proposed method improves the respective
baselines up to 0.6% in Hit@1, 1.0% in PERR, 1.9% in mAP, and
1.0% in GAP. The results also show that our framework is highly
flexible with various front-end networks.

Figure 3: (a) The effect of trade-off parameter λ1 on Youtube-
8M. (b) Comparison results between knowledge graph and
Word2Vec methods on Youtube-8M.

4.4 Further Remarks
To evaluate the effectiveness of our framework, we conduct in-depth
analysis of the proposed method in this section.
Effect of T . The number of shots T controls the time interval
of our dynamic knowledge evolution. A larger T can make our
framework more comprehensive, however, too large T will results
in high computational burden and may bring noisy to our method.
As shown in Table 4, a moderate value of T (T = 10) achieves
better performance than T = 5 and T = 15 on both UCF101 and
Youtube-8M benchmarks. In addition, we design a baseline T = 1,
which means we do not consider the knowledge evolution in our
framework. Our method outperforms this baseline by a margin of
0.4% and 0.9% in on both datasets respectively.
Effect of λ1. The trade-off λ1 between the classification loss and the
attention loss is the main parameter of our framework. To analyze
the effect of λ1, as shown in Figure 3 (a), we utilize Gated NetVLAD
method as our front-end network on Youtube-8M dataset and vary
λ1 between 0 and 0.8. Theoretically, the larger λ1 will increase the
influence of the knowledge graph for learning attention scores,
thus lead to a more stable model. However, too large λ1 may result
in a less flexible framework which may not fit various training
data well. Specifically, the baseline λ1 = 0.8 achieves (86.6%, 74.3%,



Figure 4: Qualitative analysis of the dynamic knowledge evolution in our methods. The top video is from UCF101 and the
bottom is from Youtube-8M. See text for details.

43.6%, 81.7%) in terms of Hit@1, PERR, mAP, and GAP, while our
method (λ1 = 0.4) outperforms it by (0.4%, 0.4%, 2.1%, 0.6%). The
baseline λ1 = 0 means we do not adopt the attention model in our
framework, which gets a degraded result of (86.6%, 74.3%, 43.9%,
81.9%).
WhyUsingKnowledgeGraph?There are variousways to import
external knowledge in our framework, such as Word2Vec embed-
ding [35]. Word embeddings are learned from text corpus where
words that are close together are defined semantically related. This
type of approaches is sometimes referred as distributed word rep-
resentation, which contrasts with the knowledge-driven method of
knowledge graphs. Therefore, we believe that knowledge graphs
are more robust and more correlated with human intelligence than
word embeddings. To verify this point, we replace the weights in
the adjacency matrix A with the cosine distance between corre-
sponding Word2Vec embeddings [35]. Figure 3 (b) compares our
framework to the Word2Vec based methods by using 4 types of
front-end networks on Youtube-8M dataset. The performances are
reported with mAP scores. We find that our methods achieve better
performance, beating the Word2Vec based baselines by up to 1.2%
(Soft-DboW) in mAP. The results demonstrate the effectiveness of
our built knowledge graphs. Similar results have also been verified
in [46]. Note that our method can get better performance if a better
knowledge graph is built. We leave this for our future work.
Qualitative Analysis. To interpret how our framework can dy-
namically model knowledge evolution in videos, we compare our
method with other state-of-the-art approaches qualitatively. Fig-
ure 4 illustrates the dynamic knowledge evolution of our method for
the experiments UCF101 (top) and Youtube-8M (bottom), showing
two examples related to the concept skiing. Each example shows
four video shots and the top 5 activated concepts for each shot. We
also show part of the knowledge graphs related to the activated
concepts on the left. For the UCF101 experiment, the top of Fig-
ure 4 shows that the concepts activated in the first shot are skijet,
seashore, geyser, skiing and alp. Here, the video is misclassified as
skijet due to the similarity between background and seashore and
the strong relationship between seashore and skijet. As time goes
by, lot of concepts are mined such as cliff, valley, alp and ski, which
are strongly related to skiing but unrelated to skijet. Therefore, the
probability of skijet is restrained and the video is finally classified
as skiing. Note that the baseline method makes misclassification

because it does not consider the dynamic knowledge evolution.
The bottom video of Figure 4 is about the Youtube-8M experiment.
Since the first two shots of the video look like the scenes in the
computer game Call of Duty, our method predicts the videos with
labels such as video game and PC game. Along with the knowledge
evolution in this video, more concepts appear such as snowboard,
winter and winter sport. These concepts make the classifier focus
on the skiing-related things but not PC game-related things. Our
framework achieves highly consistent result with the groundtruth,
while the baseline Gated NetVLAD still has a large probability to
predict labels like video game and call of duty. Generally, these
results demonstrate the effectiveness of our proposed framework.

5 CONCLUSIONS
In this paper, we propose an end-to-end framework with knowledge
graphs to automatically model dynamic knowledge evolution to
assist video classification. By using the graph convLSTM model,
our method is able to not only model local knowledge structures in
each video shot, but also identify dynamic patterns of knowledge
evolution. In addition, a novel knowledge-based attention model is
designed to focus on important video shots and concepts. Compre-
hensive performance studies have been conducted by comparing
our framework with state-of-the-art methods over two benchmark
datasets. The effectiveness of our method is evidenced by its fa-
vorable performances compared with others. In the future, we will
consider richer knowledge information in our framework such as
the types of edges. We will also test other types of graph neural net-
works for our framework such as gated graph neural networks [31]
and GraphSAGE [21]. Besides, motivated by the favorable perfor-
mance of our framework in video classification, we intend to apply
this method to other video-related tasks, such as video captioning
and video recommendation.
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